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JOURNEYING INTO THE 

UNKOWN: RESEARCH IN PURE 

MATHEMATICS 

Dr Ashford 

I didn’t go into my undergraduate degree 

with any expectation of carrying on into 

academia, but by my third year a PhD 

seemed like the best option. I had lost all 

interest in working in the city, and no-one 

seemed interested in hiring me anyway, 

but the idea of finding and publishing new 

mathematics really appealed to me. After 

completing my Masters, I was accepted 

onto a fully funded PhD program at the 

University of Oxford in 2012, and I began 

my research under the supervision of 

Professor Oliver Riordan, to whom I owe 

an immense debt of gratitude. 

While I knew that I would be working in 

one or more my broad areas of interest 

(abstract algebra, graph theory and 

discrete probability), I had no idea how the 
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process would start, or how quickly I’d get 

around to proving things. In my first week, 

I was directed to a paper that my 

supervisor had recently read which left an 

open question: “Is there an upper bound 

for the diameter of the commuting graph 

of a finite group?” (This has a rather 

technical meaning that I won’t go into 

here.) This was exactly the sort of question 

I’d been hoping for, and it was very 

gratifying to quickly find and correct a 

small mistake (in published work, no less!), 

but visions of astounding the 

mathematical community with my 

perceptive genius soon gave way to 

reality: research is hard. 

I came out of my undergraduate studies 

with a good knowledge of standard, tried 

and tested techniques for dealing with a 

simple but incredibly useful random graph 

model. However, the paper we were 

looking at was using a different, much 

more complicated random graph model, 

and I had to work out how many of these 

standard techniques would carry over. It’s 

quite common for first year PhD students 

to be in this situation, mimicking known 

approaches in different contexts, but of 

course there’s no guarantee that these will 

work.  

Over the next few months, every approach 

we tried resulted in dead ends, frustration 

and failure. Ideas which seemed great at 

1am were worthless by lunchtime the next 

day. I found myself sapped of ideas and 

enthusiasm, relying on increasingly direct 

hints from my exasperated supervisor. The 

hammer dropped in early summer 2013, 

when during a quick search on Google 

Scholar I found that the problem had been 

solved, using completely different 

methods, by two experienced 

mathematicians. Worse still, their paper 

had been prepared months earlier, on the 

exact date I started my studies! I tried to 

convince myself that an independent 

proof would still be of some value, but 

that soon gave way to intense feelings of 

frustration and inadequacy. 

A PhD in mathematics is a solitary path to 

walk. Scientific research takes place in labs 

staffed by tenured professors, visiting 

fellows, post-doctoral students, PhD 

students, masters students and 

technicians, all using the same cutting 

edge equipment and working on roughly 

similar goals. By contrast, my supervisor 

and I were the only two people in the 

whole Maths department working on our 

specific problem, and I had begun to treat 

it as a personal battle, albeit one I didn’t 

have all the weapons to fight. Learning 

that someone else had solved it so simply 

and elegantly felt like a punch to the 

stomach, and I came very close to 

withdrawing from the programme at the 

end of 2013. 

In the end I decided to carry on, partly 

thanks to some encouraging words from 

the senior members of the research group 

and partly thanks to a stubborn, bloody-

minded desire to prove to myself that I 

could do research if only I was given a 

different problem. My supervisor found a 

new open question, this time on 

enumerating the number of racks, 

quandles and kei (all types of algebraic 

structure) on � elements. 
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This problem is a bit easier to describe. 

Imagine that we have � points (called 

vertices) all given a different colour, and 

we can join some of these points using 

lines (or edges), where each line also has 

one of these � colours. For this picture to 

represent a kei, it needs to follow some 

rules:  

1. An edge never meets a vertex of 

the same colour. 

2. No more than one edge of each 

colour touches any vertex (but 

multiple edges of different colours 

are allowed to touch the same 

vertex). 

3. If an edge of colour � joins vertex � 
to vertex �, the path taken by 

following vertices of colour �, �, �, � 

in that order always leads back to 

the starting vertex. 

For example, the following pictures all 

represent kei: 

 

 

To illustrate point 3 above, look at the 

second picture. There’s a blue edge ��� 

between the red vertex ��� and the green 

vertex ���. Start at vertex 4 and follow the 

edges in the order blue, red, blue, green. 

We go from vertex 4 to vertex 5, then to 

vertex 2, then stay at vertex 2 (because 

there is no blue edge to follow) and then 

back to vertex 4. If you look carefully, you 

will see that this pattern always holds. 

My problem was to count the number of 

ways we can construct these objects on a 

set of � vertices. One way of constructing 

lots of kei is to split the � vertices into 

“components”, with each component 

comprising two vertices, and just consider 

edges going within each component. My 

supervisor, showing intuition I could never 

hope to match, suspected that these were 

likely to be almost all the possible kei, and 

encouraged me to consider splitting the 

vertices into components of size threes or 

fours. With a horrible sense of déjà vu, the 

cycle seemed to start all over again; I 

looked into the problem, made some 

good early progress, and then got horribly 

stuck. 

I started small, finding by hand all the kei 

on 2, 3, 4 and 5 vertices and then using 

coding software to examine all the kei on 

6 and 7 vertices; this allowed me to show 

that there were indeed much fewer kei if 

we split the vertices into components of 

size three. However, the properties that I 

saw and analysed in small kei just didn’t 

generalise in the way I needed them to, 

and after the bad experience of my first 

year I didn’t feel prepared or confident 

enough to try anything more ambitious. 

Things looked bleak again heading into 

2015. Days of trying out various ideas, and 

often failing to make them work, had left 

me with only a patchy collection of small 

results that didn’t seem to amount to 

anything much. Once again, I considered 

admitting defeat and leaving the program, 

this time having to accept that research 

was beyond me. It was disheartening to 

see that my friends and colleagues were 

happily writing their findings up, 

publishing results and applying for post-

doctoral positions. I confess to putting on 

a bit of a front at this point, trying to look 

capable and confident in front of others 
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while desperately panicking on the inside, 

wondering how I’d break the eventual 

news that I was quitting. 

Then, wonderfully, finally, everything 

started to click. 

The turning point came in spring 2015, 

when I was determined to prove a small 

result that had been bugging me for 

weeks, namely that in a kei on � vertices it 

is possible to reach any vertex from any 

other in a path of at most log� � edges. 

For once, the usual snags and problems 

that I had become used to encountering 

didn’t arise; I scribbled down thoughts, 

drew pictures, checked what I’d done 

already and suddenly a proof was there in 

front of me.  

Rather than stopping there to 

congratulate myself, I pushed on, going 

back over my previous work and seeing 

what could be improved. I found that if I 

looked at my result for splitting into 

components of size three a different way, 

a fairly standard result available in the 

literature allowed me to generalise it to a 

split into components of size � (where � is 

prime), and then to splits into components 

of different, but still prime, sizes. Links 

opened up between my results, and I 

began, bit by bit, to realise that I had far 

more of an understanding of the 

structures involved than I had given myself 

credit for. 

I had to take a very different approach in 

the fully general case. By revealing some 

partial, controlled information about the 

edges of a small set of certain colours, it 

was possible to reduce the problem to the 

previous one about splits of different sizes. 

Even better, my supervisor and I found this 

set of colours using a probabilistic 

argument, bringing in one of my interests 

in a way that hadn’t seemed likely from 

the start. Things had finally turned around, 

and I had the glorious feeling that the end 

of the road was finally in sight. 

Some quite nice algebra showed that 

considering all of these different 

component sizes together wouldn’t be a 

problem, except for those of size three, 

which didn’t interact very well with the 

rest. I vividly remember one afternoon 

when my supervisor and I realised that all 

we really needed to show was the 

inequality 

�
3 + �

9  ≤  � + ���

8  

for all positive numbers  and � (this is 

indeed true – see if you can prove it). This 

just goes to show that A-Level techniques 

are still crucial even at a very advanced 

level!  

Of course, this wasn’t quite the end of the 

story. Writing a thesis is a long process, 

and it’s inevitable that small mistakes and 

inconsistencies will be found that need to 

be corrected (mathematicians call this 

process “firefighting”). I also had to keep 

checking that no one else had solved the 

problem and pulled the rug out from 

under me again, but to my immense relief 

no other papers had appeared by the time 

I submitted my thesis in June 2016. This 

time I had really done it – I had (with an 

awful lot of help and guidance) proved 

something no one else had, and got my 

name into the mathematical literature. 
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I would be lying if I said that this result 

was important or game-changing in any 

way. It has no practical applications, nor 

has it opened up new methods and ways 

of thinking. But I think of it as my own 

small contribution to the world’s 

knowledge, a little something that wasn’t 

there before. That is still a tremendous 

source of pride and satisfaction for me, 

and I am forever grateful to those who 

convinced me to keep going when the 

results seemed so far away. 

However, I still think I made the right 

choice in not pursuing an academic career 

further. The life of a research 

mathematician can be lonely and 

precarious, reliant on grants and funding 

for results that may never come. I’ve found 

that teaching can be just as rewarding, 

and at times just as intellectually 

stimulating, while providing a much better 

structure to my life. Nowadays, when I 

look at the dedicated, clever, curious 

students in front of me, I know that some 

of them will go much further down the 

path I took, and have a much greater 

impact on the mathematical community.  

And I’ll be just as proud of your 

achievements as I was of mine. 

 

THE POWER OF GRAPHS 

Surya Senthilkumar 

Introduction 

Mathematics. What do people think when 

they hear mathematics? The first ideas that 

flood the mind are probably complex 

formulas and equations written on a 

blackboard using a small piece of chalk. 

However, in contrast to popular opinion, 

these stereotypical aspects of maths are 

not the most valuable when it comes to 

applications in the real world. If you 

consider it, not a great deal of the 

formulaic maths is helpful in reality. Most 

of these equations that we learn soon 

become redundant. However, there is one 

area of this subject that never fails to lose 

importance; data visualisation.  

Graphs are significantly more prized to 

humanity than any equation that could be 

devised. This is because visuals have a 

greater impact on people than words; this 

has been scientifically suggested. Roughly 

50% of neurones in the brain are linked to 

vision and it takes just more than 100 

milliseconds for the average human brain 

to recognise an image. This suggests that 

the visual aspects of maths are major 

influencers on society and this article aims 

to delve into the importance of these 

visual mathematics by looking at the most 

influential types of graphs and charts. This 

has a greater impact than just the field of 

mathematics; graphs and charts help 

decide investment strategies, government 

policies and many more areas that carve 

the world we inhabit.  

Types of Graphs and Charts 

There is a treasure trove of various graphs 

and charts to simplify and represent the 

sea of complex data generated by the 

world. Each type serves its own unique 

purpose.  

Pie Charts – these are used to represent 

data as slices. The size of the slice 
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represents its proportion in the overall 

subject matter. They are mainly used to 

show the composition of something or 

when percentages are involved (e.g. 

market share of companies in an industry, 

how is time spend throughout the day on 

different activities, how much money the 

government spends in different sectors). 

Pie charts can ,therefore, display how we 

are using resources such as time and 

money, helping to evaluate our 

consumption. By visualising proportions, it 

shows where too much focus is being 

disbursed and enables us to improve 

efficiency and management.   

The pie chart shows how much the UK 

government spent on each sector in 2009.  

 

 

 

 

From this, we can see that more than a 

quarter of the government spending was 

dedicated to social protection. Education 

makes up 13%. Allied with other sets of 

data, pie charts can be used to channel 

government spending to the right areas. 

Line graphs – This type of graph is 

invaluable in the sense that it displays data 

changing over time. Hence, it can be used 

to show trend changes (e.g. the popularity 

of a brand over time, the effectiveness of 

government policy since introduction and 

the change in poverty levels) which can be 

utilized to determine the trajectory of 

stocks, environmental damage, equality 

and a whole host of other subjects.  

Line graphs have been more significant to 

us now than ever before. The UK 

government needs reliable data which 

shows how the number of cases, deaths 

and people in hospital due to COVID-19 is 

changing on a daily/weekly basis. This is 

vital so that they can adjust social 

measures and policies to yield the best 

outcome.  

 

Line graphs such as the one above show 

the results of government actions. The 

number of people in hospitals with 

COVID-19 has fallen sharply since the start 

of April, suggesting that social distancing 

measures are showing to be effective in 

limiting the spread of the virus.  

Line graphs are extremely useful in 

displaying relationships between two 

variables and hence is cherished in the 

field of science. The line graph below 

shows how the rate of photosynthesis 

changes with carbon dioxide.  

Initially, as carbon dioxide concentration 

increases, the rate of photosynthesis also 

increases (due to carbon dioxide 

concentration being the limiting factor). 

But after a certain point, increasing the 

carbon dioxide concentration makes no 

difference to the rate of photosynthesis 

(indicated by the plato). This is because 
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carbon dioxide concentration is no longer 

the limiting factor.  

 

 

 

 

 

 

The information on this line graph can 

inform gardeners and farmers on how to 

manage carbon dioxide concentration in 

their greenhouses in order to yield the 

best quality produce in the shortest 

amount of time without wasting resources.  

Scatter graphs – These are commonly 

employed in investigations to find the 

relationship between two variables. This is 

done by plotting the data on a set of axis 

and drawing a line of best fit to observe 

the correlation. Scatter graphs are used 

when there is a lot of data that seems to 

have no relation, at first sight, making 

them an essential tool for bettering our 

understanding of the world. The most 

common uses of scatter graphs are for 

scientific and geographical investigations. 

In addition to this, they could also be 

utilised to investigate social and economic 

issues (e.g. how does poverty affect living 

standards?).  

 

In the example above, a scatter graph is 

used to show how ice cream sales relate to 

temperature. The graph shows a positive 

correlation (i.e. as the temperature 

increases, ice cream sales also increases). 

This can help ice cream businesses to 

effectively focus their resources, marketing 

and energy on making sales when 

temperatures are higher (like summer). So 

scatter graphs are also useful tools to help 

manage business strategies.  

Box Plots – These are used when the 

distribution of data needs to be analysed. 

Box plots essentially divide data into four 

quartiles. They provide insight into where 

data is highly concentrated and clearly 

portray various data manipulations such as 

the interquartile range and median, both 

of which are key aspects in data analysis. 

Again their uses vary from business to 

science. Below is the skeleton structure of 

the box plot:  
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The diagram above shows a box plot 

showing the distribution of household 

incomes in Country X. From this we can 

tell that the median salary of people in 

Country X is $35,000, giving a rough 

notion of the average. The interquartile 

range is $12,500 and this shows the 

consistency or spread of the majority of 

salaries. Since each quartile is 25%, this 

box plot suggests that a quarter of 

households in Country X earn more than 

$40,000. All this data can be useful for 

marketing agencies so that they can target 

different income groups with different 

advertisements and decide which sector to 

focus more energy. They might serve as a 

guide for the government to set out 

welfare benefits. This was just one 

example of how box plots are precious 

mathematical pictures.  

Conclusion 

Hopefully, this has given you a brief 

window of vision into the significance of 

mathematical graphs and how they have a 

profound influence on various regions of 

real-life. As you have been shown, these 

outstandingly simple visuals carry a lot of 

data and the ease of interpretation makes 

these graphs truly universal in appeal and 

use. 

That is the power of mathematical 

simplicity.  

 

THE IMPORTANCE OF 

MATHEMATICS IN OUR LIVES 

Rishi Tandon 

Why has maths got such a reputation? 

Most of us think of maths as a dull, 

repetitive subject which provides you tools 

to do the same job again and again. 

However, I will aim to show you that 

maths isn’t all about the answer. It is the 

process of thinking that will lead to the 

shortest, most efficient solution. 

Mathematicians try to make these 

solutions as flexible as possible, therefore 

creating a general formula. Imagine how 

much more difficult solving quadratic 

equations would be without having access 

to the quadratic formula. Needing to use 

completing the square every time for a 

core part of mathematics would get 

exhausting while there is a general 

solution for the roots of a quadratic this 

whole time!  

Maths – The universal language 

People say that maths is the language of 

the universe and this is true, in more than 

1 way. Maths has a vital link to physics, 

and without maths, physics wouldn’t exist. 

As physics is the study of matter and 

energy, this quite literally defines the 

universe. Therefore, maths is the language 

of the universe in this interpretation. We 

have numerous languages around the 

world which represents the diversity of 

humans. However, wherever you go 

around the earth, 1 apple will always be 

the same number of apples. This shows 

the universal acceptance of maths. Maths 
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is also unique due to its objective nature, 

which is also the reason for my love of 

mathematics. It can be used to compare 

any 2 outcomes. In fact, this is how most 

comparison tools on computers work. 

Computers aren’t good with subjective 

decisions, which is a major problem that 

Artificial Intelligence is aiming to solve. 

Currently, the way that computers aim to 

reduce subjective problems is by 

condensing the problem down to 

numbers, which computers can deal with 

much better. 

Pythagorean theorem proof 

Anyone is able to use maths as it is very 

accessible. A US President, Einstein and 

Euclid all have something in common. 

They were able to provide unique proofs 

of the Pythagorean theorem, an essential 

part of mathematics. In fact, it has over 

350 proofs which shows the elegance of 

math and even though they all lead to the 

familiar expression a2 + b2 = c2. This shows 

the multiple ways that the same 

expression can be proved. One proof is 

shown below.  

We will start by drawing this diagram 

which consists of 4 triangles around a 

smaller square to form a large square. The 

area of the large square can be written as 

(a + b)2 due to a + b being the side length 

and to find the area of the square, you 

have to square the side length. We should 

then try to work out the area of the large 

square in terms of the smaller shapes. 

Right away, we can spot that the area of 

the small square with side lengths of c has 

an area of c2 due to the side length being 

c. We now have to work out the area of 1 

of the triangles and as there are 4 identical 

triangles, we can simply find the area of 1 

and multiply this by 4. Each of the small 

triangles has a side length of 
�
� � � � � 

which we can multiply by 4 to give 2ab. 

We are now able to simply equate the first 

part which is the area of the large square 

with the sum of the components to get 

�� + ��� � 2�� + ��. We can now expand 

the left hand side of the equation to get 

�� + 2�� + �� � 2�� + ��. The end is in 

sight and by simply subtracting 2ab from 

both sides of the equation, we get the 

theorem we are all familiar with that �� +
�� � ��.  

Maths – Saving lives 

However, maths also has numerous real 

world uses. At this current time, 

coronavirus has shown the importance of 

mathematical modelling. This has turned 

the media’s attention to the R-value which 

is the number of people each person with 

a disease infects. This allows the early 

stages of a disease to be shown as an 

exponential model. This graph is shown 

below.  
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This model is only valid for the early 

stages of the diseases due to the rapidly 

increasing rate of growth. It doesn’t take 

into account extra variables which is where 

mathematical modelling becomes 

increasingly complex. There is an aim to 

use artificial intelligence in order to create 

detailed mathematical models based on 

past information. An example would be 

using the Spanish flu, the Ebola virus and 

other diseases which we have information 

already to help model the growth of 

disease and also allows the government to 

make informed decisions on what course 

of action to take based on the 

mathematical model. This is one example 

of converting subjective decisions to 

objective data so that the best course of 

action can be taken.  

However, it is not only in disease 

prevention, which is one example of how 

maths can save lives. Mathematic 

modelling is vital in stocks and without 

mathematical modelling, it is very likely 

the economy would crash due to 

uncertainty. Mathematical modelling is a 

tool that mathematicians have at their 

disposal to counter any possible threats to 

humanity.  

Scientists are aiming to put maths at the 

heart of medicine, in order to reduce 

waiting times for patients. In scenarios, 

this can be the difference between a 

patient passing away and being saved. 

They are trying to make the state of the 

patient into a number so that the most 

critical patients can be seen first. This aims 

to save lives on a burdened NHS which 

can hopefully save lives. This will allow 

doctors to see the patients in rapid 

succession and remove unnecessary panic 

from the system as the computer will tell 

which action to take next. 

In conclusion we have seen the uses of 

maths in modelling, how it is possible that 

maths will save lives. This all stemmed 

from mathematics being the universal 

language in which a statement is either 

right or wrong and removing all 

subjectivity from the situation. We have 

also shown how it is more critical the 

method is better rather than the plain 

solution.  

 

THE MATHEMATICS BEHIND 

NEURAL NETWORKS 

Advait Menon 

A neural network is a type of machine 

learning that is modelled around the 

human brain. The process by which the 

brain learns is sometimes remembered 

with the rhyme “neurons that fire together, 

wire together”. This refers to the idea that 

when two neurons fire electric signals 

simultaneously, the connection between 

them is enhanced which in turn create 

memories (a process known as long term 

potentiation) and are responsible for us 

learning. Similar to how the brain is made 

up of approximately 100 billion 

interconnected neurons, a neural network 

is a collection of artificial neurons working 

together in layers to communicate 

information (although on a much smaller 

scale than the brain). The three types of 

layer that make up a neural network are 

the input layer, the hidden layers (the 



12 

 

layers where weights are adjusted) and the 

output layer. 

 

 

 

 

 

 

 

The smallest and arguably the most 

important “component” of a neural net is 

the artificial neuron. The purpose of each 

individual neuron is to receive a vector, �, 

of values (the input) and then compute a 

prediction as an output (known as ��). Each 

neuron contains a summation function 

and an activation function. A simple 

neuron with an input and output layer is 

called a perceptron. The structure of a 

perceptron is as shown below: 

The input to the perceptron is in the form 

of the elements of a vector �. � is made up 

of “features”. For example, if I utilised a 

neural net to classify which species an Iris 

flower belongs to, my � might look like: 

 �1.4
0.2$  

where 1.4 (�1) represents the petal length 

and 0.2 (�2) represents the petal width. 

The features in this scenario are the petal 

length and petal width. Most perceptrons 

are not as simple as this one, as well as 

having multiple layers, they will contain 

many more features (using the Iris flower 

example again, other features like sepal 

length and sepal width would be required 

to improve accuracy). Each input �1, �2,… 

�n is assigned an associated “weight”, %1, 

%2,… %n. Weights can be likened to the 

connections between neurons in our 

brains. It affects how much influence a 

change in the input will have on the 

output. A low weight value will alter the 

output very little, whereas a larger weight 

value will more significantly alter the 

output. A column vector % is initialized 

before the neural net begins training, 

consisting of the weights - which are 

randomized small numbers (that are 

adjusted throughout the training process).  

For a neural net to predict an accurate  ��, 

it must first be trained with a test sample. 

A test sample consists of inputs (� values) 

that are representative of a population 

and the corresponding observed  � values. 

The network will then go through a set 

amount of iterations, with each iteration 

consisting of two steps: forwards and 

backwards propagation. 

In forward propagation, the inputs are 

passed through the network to produce 

the output. After each input is associated 

with the corresponding weight, the inputs 

are fed into the neuron which first applies 

the summation function. This calculates 

the sum of the products of weights and 

inputs and then adds a bias: 

Figure 1. A Neural Network 
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& �  '��  +  '�� … +  '))  +  � 

Which can be summarized in sigma 

notation as: 

& � � + * '++
)

+,�
  

Like %, the bias (-) is a randomly initialized 

before training and is adjusted throughout 

the learning process.  

The output of the summation is then 

applied over the activation function. The 

activation function is responsible for 

converting the weighted sum into the 

output. Without an activation function, a 

neural network would just be a 

combination of linear functions, so it 

would be unable to learn to approximate 

more complex functions. Although there 

are many different activation functions 

and they can all be used for different 

applications, the most common are the 

sigmoid, hyperbolic tangent (tanh) and 

Rectified Linear Unit (ReLU) functions. 

The sigmoid function is defined by: 

.��  �  1
1 + /01 

 

All inputs are mapped to values between 0 

and 1. This makes this function especially 

useful in the output layer if the neural net 

is being used for binary classification (e.g. 

checking if something is a dog or not a 

dog), or if a probabilistic output is needed. 

The tanh function is defined by: 

tanh��  �  2
1 + /0�1  6  1  

 

 

All inputs from this function are mapped 

in the range -1 to 1 and centered around 

zero. It is usually used in the hidden layers. 

The ReLU function is defined by: 

.��  �  7 0 for  : 0
 for  ;  0 

 

 

It maps all inputs between 0 and the 

greatest value of �. One of its biggest 

advantages over the tanh and sigmoid 

functions, is that it doesn’t use up much 

power to compute and can thus mean 

reduced training times. It is the default 
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activation function used in the hidden 

layers. 

The output from the activation function is 

multiplied with a weight (represented by 

%< in Figure 2.) and then supplied to the 

output layer (which may have its own 

activation function), to give the predicted 

�� value. This occurs in each neuron. In a 

multi-layered neural network where there 

are several hidden layers, the outputs are 

passed on to the subsequent layers where 

they are again processed by more neurons 

before finally reaching the output layer.  

After predicting  ��, backwards 

propagation starts. In order to “learn”, 

neural networks need to be able to 

identify how close their predictions are to 

the observed � value, this is where the loss 

function is made use of. The loss function 

(sometimes called cost function) quantifies 

the error between �� and �. The purpose of 

training a neural network is to minimise 

the output of the loss function so that by 

the end, the �� predictions converge on the 

observed �. The most commonly used loss 

function is Mean Squared Error (MSE). 

MSE is the average of the squared 

difference between �� and � and is 

calculated as follows: 

=&> � 1
� *��? 6 �@?�

)

?,�
 

Where A represents the number of 

samples in the training data and B is the 

iteration.  

To minimise the output of the loss 

function, the values of each weight and 

bias need to be adjusted after each 

iteration. This is done by calculating the 

partial derivatives of the loss function in 

respect to each weight and bias using the 

chain rule. For example, in Figure 2., the 

partial derivatives would be calculated as 

follows: 

C>
C'�

 �  C>
CD   CD

C&  C&
C'�

 

C>
C'�

 �  C>
CD  x CD

C&  x C&
C'�

 

C>
C�  �  C>

CD   CD
C&   C&

C� 

Where F is the loss function, G is the 

activation function and H is the summation 

function. 

Finally, all the weights and the bias are 

then updated in each layer according to 

the following formulae: 

'IJK  �  'LMN  6  O C>
C'LMN

 

�IJK  �  �LMN  6  O C>
C�LMN

 

P represents a hyperparameter known as 

the learning rate. It is assigned as a small 

number (normally in the range  0 to 1) and 

controls how quickly the neural net learns 

by ensuring the weights and bias do not 

change too drastically following each 

iteration. 

Once all the iterations have completed 

and the neural net is trained, it can be 

used to predict an accurate �� from inputs 

it has never seen before during training. 

This property of neural networks makes 

them extremely powerful tools and 

although the math behind them is not too 

complex, they are utilised in a wide range 

of applications. Multi-layer perceptrons 
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are used to approximate the functions 

between variables, even if the relationship 

is unknown, making them useful in 

regression analysis. Convolutional and 

recurrent neural networks are used for 

image and speech recognition, 

respectively. Neural networks can also be 

pitted against each other in a General 

Adversarial Network (GAN) which can 

generate realistic images. In the future, 

neural networks could be used in 

applications such as self-driving cars, 

improving stock prediction, music 

composition, self-diagnosis of medical 

problems and much more! 

 

 

 

 

 

 

 

 

The solution to this month’s question 

 

Area of whole square � 4z� 
 
16cm� � �z 6 x��z 6 y� + 1

2 y�z 6 x� + 1
2 x�z 6 y� 

              � z� 6 xz 6 yz + xy + 1
2 yz 6 1

2 xy + 1
2 xz 6 1

2 xy 

              � z� 6 xz 6 yz + 1
2 yz + 1

2 xz 

16cm� � z� 6 1
2 �xz + yz� 

32cm� � �z + x��z + y� 6 1
2 x�z + y� 6 1

2 y�z + x� 

              � z� + xz + yz + xy 6 1
2 xz 6 1

2 xy 6 1
2 yz 6 1

2 xy 

              � z� + xz + yz 6 1
2 xz 6 1

2 yz 

32cm� � z� + 1
2 �xz + yz� 

 
From this, it can be observed that algebraically the area of 

the 32cm² and 16cm² segments make up half the area of the 

square, as they add up to 2z², which is half of 4z². Therefore, 

the sum of the other two areas must equal the sum of these 

two areas: 
16 + 32 � 48 
  ?   +20 � 48 
              ? � 28 

 
It can be concluded that the unknown area is 28cm² 
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Thank you for reading the first edition of the Olavian Mathematical Newsletter. We hope 

to release an edition each month, therefore, we are always looking for contributors. If you 

are interested, please contact Aditya Palaniappan or William Song.  

Mathematical related current affairs 

1) The Coronavirus Curve (Numberphile) - 

https://www.youtube.com/watch?v=k6nLfCbAzgo  

2) How we can help stop the Covid-19 pandemic (Imperial) - 

https://sciencejournalforkids.org/wp-

content/uploads/2020/04/covid_quarantine_article.pdf  

3) Sum of three cubes problem solved for 33 - 

https://www.quantamagazine.org/sum-of-three-cubes-problem-solved-for-

stubborn-number-33-20190326/  

4) Mathematical modelling: a language that explains the real world - 

https://theconversation.com/mathematical-modelling-a-language-that-explains-

the-real-world-131476  

5) The maths logic that could help test more people for coronavirus - 

https://theconversation.com/the-maths-logic-that-could-help-test-more-people-

for-coronavirus-134287  


